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What weʼll cover

1. What is RAG?
2. Building retrieval pipeline
3. Constructing the prompt



Hi, Iʼm Neil

● Building ResponseHub, an AI automation tool for security 
questionnaire responses

● Previously co-founder and CTO at Progression
● Using Rails since 2016, integrating LLMs since GPT3 Nov 2021



What is 
RAG?



What is RAG?

● Retrieval Augmented Generation
● Generate text using specific context
● Examples:

○ Support tickets: customer question + help docs + prompt
○ Security questionnaire question: security question + policy docs + prompt
○ Coding assistants: code base + task + prompt





Why use RAG?

● Large context
● Output needs to be true
● Output requires citations to source
● Access control to sources



The 
Retrieval 
Pipeline



Doc Chunk StoreEmbed Retrieve

The Pipeline



Chunking

● Splitting a doc into chunks, how hard could it be?
● Chunk size 1000 chars)
● Overlap 20%
● Sentence boundaries U.S., e.g., !, $1.99
● ♦ Pragmatic_segmenter
● Donʼt forget the meta data (source, location)
● Chunks become DB records





Vectorize

● An array of numbers that describes a thing
● x,y coordinates but, n dimensions
● Meaning is encoded

Embedding service



Store

● PGVector
● ♦neighbor



Retrieve

● ♦Neighbor
● Embed the search term
● Pro tip: consider re-writing the query

○ “Could I possibly cancel my account 
please?ˮ

○ “Can cancell acount pls?ˮ



Retrieve bonus: keyword search

● Sometimes embeddings are not enough
● E.g. internal acronyms “NIST CSF 2.0ˮ
● ♦ engtagger English Part-of-Speech Tagger)
● Extract nouns
● ♦ pg_search



Rerank

● Infer relevancy (cosine similarity ok, keyword 
not so much)

● Retrieve x items, use top N items
● Can use LLM or dedicated service, I like Cohere



The Prompt



The System Prompt
Initial instructions

Response guidance

JSON structure rules

Guardrails

Example



System Prompt details

● Initial instructions: “you are an expert security analyst…ˮ
● Response guidance: Only info from context items, answer length, prioritise high relevance 

items, prioritise certain context
● JSON structure: “only reply in JSON, using these keys… ,ˮ “array of citations with verbatim 

text, context item IDˮ
● Guardrails: “do not refer to context items ,ˮ “do not justify ,ˮ “do not use lists or tables ,ˮ “only 

answer no follow up questionsˮ
● Example: JSON response example



User Prompt details

● User question: consider rewriting
● Context items: inc. meta info



Bonus: Confidence rating



System prompt



User prompt



Pulling it on 
together



Thanks!

Available for 
consulting

Slides, gems, video


